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Abstract—Pair Programming (PP) is a software development
practice where two programmers share a mouse and keyboard
while working together on one computer. A concern among
some practitioners is that PP might be a waste of resources
if developers have a very low equity of participation, for
example, when one developer is doing all the work and the
other is not contributing at all. This paper investigates this
concern by analysing the equity of participation in industrial
pair programming sessions. It quantifies two different types of
contributions: verbal contributions and driving contributions.
As a result, we found that two thirds of the PP sessions are not
equitable. Based on interviews with the developers, we analyse
which factors influence the equity of participation. We found
that the choice of the workstation, personal preferences, PP
experience, work style and skill differences influence who is
driving. Additionally, we discuss the implications of sessions
that are not equitable and whether the concept of equity of
participation could be used as metric to evaluate PP.

Keywords-Pair Programming; empirical study; collabora-
tion;

I. INTRODUCTION

Pair Programming (PP) is a software development practice

where two programmers share a mouse and keyboard while

working together on one computer [1], [2]. The programmer

who is typing is typically called the driver and the other

is called the navigator. These roles can be switched at

any time by either programmer. Over recent years, a wide

range of studies [3], [4], [5], [6], [7], [8] has investigated

PP. Many of the studies report positive results indicating

benefits of PP. These benefits include better quality software

than solo programming, enhanced knowledge transfer among

the developers, and improved communication within the

development team. Despite these studies, practitioners and

managers still have reservations towards the adoption of PP.

One concern is that PP might be a waste of time [9], [10],

[11], [12]. Willams et al. [9] reported that ”people who

haven’t tried it often reject the idea as a waste of resources”,

and Nawrocki et al. [10] found that even managers who are

enthusiastic about XP might be still very sceptical about the

adoption of PP and view PP as a waste of time and money.

PP can be perceived as a waste of time if developers

have a very low equity of participation, for example, when

one developer is doing all the work and the other is not

contributing at all.

This paper focuses on the equity of participation of

developers in PP in industrial settings. It addresses the

following questions:

• Do industrial pair programmers contribute equitably

during a PP session?

• Which factors influence the participation balance in PP?

Furthermore, we discuss whether the concept of equity of

participation could be used as a metric to evaluate PP and

whether PP sessions with an inequitable level of contribu-

tions should be considered as a waste of resources.

This paper is structured as follows: in section 2, we ex-

plain the concept of equity of participation. In section 3, we

present an overview about research on collaboration in pair

programming. In section 4, our study methodology including

our data gathering and analysis approach is presented. The

results of our analysis are presented in section 5 and 6

and the implications are discussed in section 7. Section 8

provides a conclusion and our future work.

II. PARTICIPATION BALANCE AS A DESIRABLE STATE

Equity of participation provides a quantitative perspective

on group collaboration by quantifying the contribution of

each group member. Different types of equity can be inves-

tigated such as verbal equity, the equity of interactions or the

perceived equity [13]. Although the idea of equity of par-

ticipation does not consider the quality of the contributions,

equity itself is often described as a desirable state for dif-

ferent kinds of tasks. These tasks can include collaborative

learning, collaborative decision-making or tasks for which it

is crucial that members share information.

In the field of collaborative learning it seems that higher

learning gains can be achieved by active participation in

the form of verbalisation by the group members. Therefore

active participation ”becomes a necessary, though not suffi-

cient, predictor [...] of higher learning outcomes” [14].

In contrast, lack of participation can lead to suboptimal

decision making due to a higher risk of potentially relevant

information not being shared within the group [15]. Salomon

and Globerson [16] describe two other undesirable effects of

unbalanced participation that decrease group productivity:

”sucker effect” means that under-participation of group

members can decrease the amount of participation of the

more active group members because they try to avoid being

taken advantage of, whereas the ”free-rider” effect means
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that over-participation of a group member might lead other

members to put less effort in a common task.

III. COLLABORATION IN PAIR PROGRAMMING

In the context of PP, most of the existing empirical studies

tend to focus on the effects of PP without considering

the nature of collaboration between the developers. In this

section, we present an overview of studies focusing on the

collaboration of developers in PP sessions.

A. Collaboration and the roles of driver and navigator

Bryant et al. [17] studied the interactions of driver and

navigator. They focused on the level of abstraction of the

roles of driver and navigator. They observed 36 PP sessions

in four different companies in industrial settings. They

found [17] that driver and navigator tend to work on the

same level of abstractions. Additionally, they reported that

a significant amount of talk is at an intermediate level of

abstraction. The first result is also reported by Chong and

Hurlbutt [8], they stated that “aside from the task of typing”

there was no consistent division of labour between the driver

and navigator. Furthermore, they noticed that the developer

who had control over the keyboard had more authority

in decision making. Based on self-reported data from in-

dustrial developers, Rostaher and Hericko [18] investigated

the frequency of driver-navigator switches with respect to

programming experience. They found that the frequency

of changes correlates with programming experience and

that more experienced pairs change most often. Höfer [19]

conducted a study with undergraduate students and analysed

the driving time of the developers. He found that pairs

switched keyboard and mouse control frequently and that

most pairs do not share the keyboard and mouse equally.

The results by Plonka et al. [20], who also investigated

the mechanisms of collaboration of drivers and navigators,

showed as well that developers do not evenly contribute to

the task of driving. They report that most pairs switch roles

frequently and that the frequency and fluidity of switches

indicate a high level of engagement on the part of both

the developers. Moreover, their results show that developers

spend on average a third of the session without any computer

interaction focusing instead on communication.

B. Collaboration and types of interaction

Bryant [21] investigated the interaction types and inter-

action frequency with respect to different levels of PP and

programming experience. During the study, she was sitting

behind the developer pairs and gathered the data manually

by recording the sequence of events in real time according

to a prior defined coding scheme. Subsequently, the data

was analysed in a quantitative manner. According to Bryant,

more expert pair programmers interact less than novice pair

programmers during a PP session. Furthermore, she reported

that the type of interaction differs; novice pair programmers

suggest and counter-suggest more frequently than expert

pair programmers. In another study, Bryant et al. [22]

focused on the collaboration between pair programmers

who had a minimum of six months of commercial pair

programming experience using audio recordings from four

one-week studies. They focused on the contributions each

developer made to the task at hand. They concluded that PP

is highly collaborative because both developers contributed

to almost all subtasks and the contributions of driver and

navigator were almost equally distributed. Additionally, they

found that most of the contributions refer to the subtask

“understanding the problem or the existing code”, followed

by “writing new code” and “testing”. Chong and Hurlbutt [8]

focused on the developers’ interaction with respect to dif-

ferent levels of expertise. They found that in a team with

uniform distribution, developers with more expertise tried

to achieve a shared level of expertise with their partner and

then “proceed to pair normally” whereas in a team with big

differences in expertise among the developers, developers

with more expertise tend to dominate the interaction and

tend to give the less experienced developers instructions.

Cao and Xu [23] investigated interactions patterns also

with respect to the developers’ expertise. They studied

students in a university setting. They reported that pairs

engaged in activities such as ”asking for opinions, requesting

for explanations, critiquing partners approaches and sum-

marizing current status”. Furthermore, they investigated the

difference between high competent-high competent, medium

competent-medium competent and high competent-low com-

petent pairs. According to Cao and Xu, high-high pairs have

deeper level thinking and enjoy pairing more than the other

constellations. They stated that the medium-medium constel-

lations generated only limited knowledge and described their

performance as not satisfying. The high-low combination

is described as not satisfying either. The high competent

participants explained their actions and code to their partner

but they did not enjoy the session while the low competent

partner benefited from that constellation.

IV. STUDY METHODOLOGY

This paper is based on four one-week studies, each in

different companies. In this section, the study background,

data gathering and analysis are described.

A. Data gathering

We used three types of data gathering: questionnaires,

audio and video recordings, and interviews.

1) Questionnaires
were used to gather background information about the

developers and the task, such as the type of task and

experience of the developers in programming and PP.

Developers were asked to fill in the questionnaires

before they started to work on the task.
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Figure 1. On the left: Screenshot of a fully synchronized video of a
PP session: This screenshot shows the screen of the developers’ computer
(Eclipse IDE). On the bottom right, a screenshot of the video of the
developers is shown. On the right: Recording setup in one of the companies.
The setup was installed in the usual working environment of the developers.

2) Audio and video recordings
were used to record the PP sessions. The recordings of

the session consist of the following three data sources:

• Audio recordings of the verbal communication

between the participants,

• a video of the programmers capturing who is

driver and who is navigator,

• and a full-resolution screen recording capturing

all computer activities.

All three data sources are fully synchronized and

stored in a single video file so that all information

is available at once (see figure 1). The PP sessions

were recorded in the developers’ day-to-day work

environment and while solving day-to-day tasks. Our

recording setup was installed at one computer in each

participating company (see figure 1).

3) Interviews
were conducted with the developers after their PP ses-

sions to gather data about the developers’ perception

of their PP sessions. The interviews were conducted

with both developers present.

B. Data background

We recorded 21 PP sessions in four different companies.

All companies work in different industries and all used agile

approaches in the teams we observed. Two of the companies

had just introduced PP and used Scrum. The other two had

used PP for more than one year and used an adapted agile

approach. In all four companies, PP was encouraged by the

team leaders but the team leaders did not assign pairs or

tasks. Instead the developers decided when to use PP and in

which pair constellation. The forming of the pairs was done

during their daily stand up meeting or spontaneously during

the day. Participation in the study was voluntary for all

developers; in total 20 different pair constellations with 31

developers were recorded. Some developers were recorded

more than once. The developers decided the physical layout

of the pairing station; 17 pairs used one mouse/keyboard

Table I
OVERVIEW: NUMBER OF RECORDINGS

Company # sessions # developers # different pair constellations

1 6 8 6

2 7 8 6

3 4 6 4

4 4 7 4

In total 21 31 20

Table II
OVERVIEW: COMPANIES’ AND DEVELOPERS’ BACKGROUNDS

Industries Companies’
sizes

Team
size

Programming
experience

PP
experi-
ence

Geographic in-
formation sys-
tems

30-50 8 0.9-20 years 2-20
years

Traffic, logis-
tic and trans-
port

<500 two
teams 5
devel-
opers
each

0.4-13 years 0-3 years

Email market-
ing

50-100 8 1.3-10 years 0-5 years

Estate CRM
Software

50-100 10 1.5-12 years 0-3.6
years

and four pairs used dual keyboards and mice. A PP session

lasted between one and a half hours and three and a

half hours; in total we videotaped about 37 hours of PP

sessions. Table I provides an overview of the recordings and

table II provides an overview over the companies’ and the

developers’ background.

V. ANALYSIS METHOD

For our analysis of equity of participation, we distin-

guish between driving contributions (the amount of time

each developer is driver during a PP session) and verbal

contributions (the amount of time each developer is talking).

We decided to investigate those two types of contributions

because they are the most visible types of contributions.

They are easily recognisable by everyone (co-workers and

managers) in an office. Therefore, practitioners may refer

to those types of contributions when they express their con-

cerns that PP might be a waste of resources if one developer

is doing all the work and the other is not contributing at all.

A. Analysing the amount of driving for each developer

In the context of this study, we define driving as being

in control of the mouse/keyboard and using one or both of

them as an input device (this can include browsing, writing

code, executing programs, etc.). This means that having a

hand on mouse/keyboard without using it is not considered

as driving. This definition evolved during the analysis based

on the observation that some developers tend to place their
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Figure 2. Each developer was wearing a wireless microphone and the
signal of each microphone was recorded on one channel of a stereo audio
file.

hand on the keyboard or mouse although they are not typing;

for example, when they are engaged in a discussion with

their partner.

The driving times for each developer are coded in the

videos and afterwards quantitatively analysed to investigate

the percentage of driving time of each developer. Certain

events during the session can greatly influence the percent-

age of the driving times. For example, when one developer

takes a break the other developer might continue or assume

driving during this time. To reduce bias, episodes in which

one or both of the developers were absent during the session

were cut out and not included in the calculation of driving

times.

B. Analysing the amount of verbal contributions for each
developer

The amount of verbal contributions is analysed automat-

ically using an analysis tool developed by the authors. The

tool identifies when and for how long each developer is

talking without considering any semantic information about

the content. To automatically detect the verbal contributions

of each developer, each developer was wearing a noise can-

celling, directed wireless microphone during the recordings.

The audio data was recorded in a stereo file, each developer

on a separate channel (see figure 2).

The tool calculates the speech units for each channel.

A speech unit is the period of time in which one of the

developers is speaking. A speech unit starts when a pre-

defined number of consecutive samples of a specific channel

are above a manually defined threshold, and it ends when

a pre-defined number of consecutive samples are below

the same threshold. Additionally, episodes with background

noise and overlapping speech were analysed manually.

VI. RESULTS: PARTICIPATION BALANCE

A. Driving equity: Is the driving distribution balanced in
industrial PP sessions?

We analysed the percentage of driving time for each

developer with respect to the total driving time of each

session; times when neither of the developers are driving are

Figure 3. Driver distribution among the developers This figure shows the
driving times (in percent) of each developer with respect to the total driving
time of both developers. Driver distribution is considered to be equitable if
both developers have between 40% and 60% of the total driving time. The
equitable area is marked in grey.

Figure 4. Verbal contributions among the developers. This figure shows
the verbal contributions (in percent) of each developer with respect to the
total speaking time of both developers. Verbal contributions are considered
to be equitable if both developers speak between 40% and 60% of the total
speaking time. The equitable area is marked in grey.

not included (an analysis of non-driving times can be found

in [20]). We say that the driver distribution is equitable if

the driving times of each developer are between 40% and

60%. This is the grey coloured area in figure 3. The figure

shows that the driver distribution is equitable in 7 out of 21

sessions whereas the distribution is extremely inequitable in

four sessions (session 1, 7, 9 and 11).

B. Verbal equity: Do both developers contribute equitably
on a verbal level?

We analysed the percentage of verbal contributions for

each developer with respect to the total speaking time of

each session; times when neither of the developers are

speaking are not included. We say that the verbal distribution

is equitable if the speaking times of each developer are

between 40% and 60%. This is the grey coloured area in

figure 4. The figure shows that the verbal contributions are

equitable in 8 out of 21 sessions.

C. Combining driving and verbal contributions

We combined the results of the verbal distribution and the

driving distributions to investigate whether PP sessions are
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Table III
OVERVIEW: COMBINING THE RESULTS OF VERBAL AND DRIVING

ANALYSIS

Driving distribu-
tion balanced

Driving distribu-
tion unbalanced

Verbal
distribution
balanced

5 4

Verbal
distribution
unbalanced

2 10

unbalanced with respect to both types of contributions at the

same time. Table III provides an overview of the results.

We found that in five sessions the driving as well as

the verbal distribution is balanced among the developers.

In four sessions, the driving distribution was unbalanced

while the verbal distribution was balanced, in two sessions

it was the other way around. In the remaining ten sessions,

the distribution was fully unbalanced with both driving and

verbal contributions unbalanced.

D. The unbalanced sessions

We investigated the ten fully unbalanced (in terms of

driving as well as verbal contributions) sessions further. We

analysed whether one developer dominated both types of

contributions or whether one developer contributed more in

terms of driving while the other one contributed more on

a verbal level. We found that in six sessions one developer

dominated driving as well as verbal contributions. In the

remaining four cases, one developer contributed more on a

verbal level while the other one was contributing more on a

driving level.

VII. RESULTS: FACTORS THAT INFLUENCE THE

PARTICIPATION BALANCE

Based on the interviews, we found four main factors

that influence the equity of driving of developers during PP

sessions.

A. Workstation

In 17 of the 21 sessions in our study, developer pairs

were working on a computer that belonged to one of

the two developers. This implies that in those cases,

one developer is working on an unfamiliar computer.

According to the developers, this seems to affect the driving

distribution during a PP session. Developers stated that

the developer who ”owns” the computer is more likely to

be the driver. Furthermore, developers reported that they

feel more efficient and comfortable when driving their own

computers and that an unfamiliar computer slows them

down. This is due to customisations of the workstations

that can range from the adaption of the mouse and

keyboard settings, different organisation of the file system,

different plug-ins for the IDE, to different operating systems.

Quote from one of the interviews:

”I’d rather sit at my own computer when I’m driving. I’d
say I’m 20 percent more efficient on my own computer
because I know where everything is and [not knowing
where everything is] slows me down when I’m working on
another computer.”

We analysed the driving distribution with respect to who

owned the workstation. We found that the owner of the

computer dominated the driving in 7 out of 17 sessions;

the driving distribution was equitable in 7 sessions and only

in 3 sessions the developer who did not own the computer

dominated the driving.

B. Personal preferences and PP experience
Some developers stated that they prefer being the driver

rather than being the navigator. They described that they get

impatient when navigating, especially when their partner is

typing slowly.

Quote from one of the interviews:

”I’m really impatient while coding, even when I work
on my own. So, I definitely prefer to be driver when I’m
pairing.”

In contrast, the ”navigator types” report that they do not

feel very comfortable when someone else is watching them

while typing.

Quote from one of the interviews:

”I just don’t like when someone watches me type. But
maybe I just have to get used to that.”

This quote of a ”navigator type” indicates that the de-

veloper might not be an experienced pair programmer and

therefore might prefer to be navigator. We checked the

backgrounds of the developers and found that developers

who stated that they prefer being navigators are developers

with less than 6 months of PP experience. Hence, PP

experience might be crucial for the role preferences.

C. Work style
There are different approaches to solve a development

task. Some developers prefer to follow a very systematic

approach while others work in a ”trial and error” mode.

Another aspect is the efficiency of certain work styles; some

developers type very fast and use short-cuts while other

developers need more time for typing or use menus instead

of short-cuts. According to the developers, the efficiency

of the partner’s work style seems to influence the driver-

navigator distribution. Developers reported that it is difficult

being a navigator if they perceive the partner’s work style

as being inefficient, error prone or disorganized.
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Figure 5. Driving distribution of expert-novice constellations

D. Skill differences

PP is often used to enhance knowledge transfer among

the developers. Therefore, developers with different skill

levels work together in order to exchange knowledge during

the PP session. In most sessions knowledge transfer is bi-

directional. However, there are pair constellations in which

the knowledge transfer is mostly directional. Based on the

questionnaires and the interview data, we identified seven

PP sessions (out of the 21 recorded sessions) in which

the developers used PP mostly for directional knowledge

transfer. In those cases both developers stated that they

wanted to use PP in order to exchange knowledge and both

developers agreed that one developer is more knowledgeable

(in terms of how to solve the task) than the other one. We

call those sessions expert-novice sessions. Expertise refers to

knowledge that is necessary to solve the current task rather

than programming expertise in general. However, in 6 out

of the 7 expert-novice sessions (session 3, 4, 7, 8, 9, 14),

the novice was inexperienced in terms of PP (less than 6

month of PP experience [24]) as well.

Numerous novices were aware of the fact that solving the

task will take longer when they are driving since they are

slower and they will require a lot of explanations from the

expert. According to the novices, they prefer being navigator

because they do not want to slow their partner down and

are worried that they might seem unknowledgeable while

driving. On the other hand, they stated that it is easier

for them to learn when they are doing the actual typing.

The expert developers had a similar perspective. They were

aware that their partners achieve higher learning gains when

driving but they also stated that it is more effective if they

do the typing themselves. Experts as well as novices stated

that time pressure increases the likelihood that the expert is

driving during the session.

We checked the equity of driving for those constellations

and found that one out of the seven sessions was equitable.

VIII. DISCUSSION

In this section, we discuss the results of our analysis, the

concept of equity of participation as a metric to evaluate PP,

and limitations of our study.

A. Do industrial pair programmers contribute equitably
during a PP session?

We investigated the equity of participation in industrial

PP sessions to address the question whether both developers

contribute equitably in PP sessions. We quantified two differ-

ent types of contributions; verbal contributions and driving

contributions. These are the two types of contributions in PP

that are most visible for everyone in an office (co-workers

and managers). Hence, they might be used to evaluate if both

developers are contributing or if one developer is doing all

the work and the other is not contributing at all.

As a result, we found that about two thirds of the PP

sessions are not equitable in terms of driving and verbal

contributions. Furthermore, we found that 10 sessions out of

the 21 sessions are not equitable with respect to both types

of contributions and that in 6 out of this 10 PP sessions, one

developer is dominating both types of contributions.

Our results seem to contrast the findings by Bryant et

al. [22] who conducted a study with developers who had a

minimum of six months of commercial pair programming

experience. They analysed the amount of new information

that each developer contributed to different types of sub-

tasks during PP sessions. As a result, they found that both

developers contributed almost equally to all subtasks during

a PP session. However, our results support the findings

of Höfer [19], who reported in the context of a study

with undergraduate students, that most pairs do not share

the keyboard and mouse equally. Based on another study

conducted with students, Cao and Xu [23] pointed out that

there is usually a leader in PP sessions depending on factors

such as competence level, experience and personalities. We

found that in 6 PP sessions, one developer dominated the

verbal as well as the driving contributions. However, this

does not necessarily imply that this developer led the whole

session as our quantitative results do not provide enough

information about the interactions among the developers.

Nevertheless, according to Chong and Hurlbutt [8] even

dominating the driving contributions might give a developer

more authority in decision making in a PP session.

B. Which factors influence the participation balance in PP?

We identified four factors: workstation, work style, per-

sonal preferences and PP experience, and skill differences.

Modifying those factors could change the participation bal-

ance in a pair. The choice of a workstation could be changed

in order to encourage a particular developer to contribute

more in terms of driving. Other factors, for example work

style or personal preferences and PP experience cannot be

changed easily. They might evolve over time and developers

might adapt to their pairing partners. Hence, we suggest that

as developers grow in familiarity with each others’ work

styles their participation balance might change as well.
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Working with a partner with skill differences is intention-

ally chosen by the developers; developers decide to work

in expert-novice constellations, for example, to promote

knowledge transfer. Based on the interviews, we found

that developers have different perspectives on who should

be driving. Higher learning outcomes might be achieved

when the novice is driving but the session might be more

effective in terms of problem solving and effectiveness when

the expert is driving. This shows that those expert-novice

sessions face conflicting goals and should be analysed in

more detail.

The factors we identified are described in other studies as

well, for example [6], [7], [8], [21] and those factors have

been reported to influence different aspects of PP. Begel

and Nagappan [6] reported that complementary skills are

an attribute of good pair programming teams and described

skill differences, programming style differences and personal

style differences as problems of PP. Arisholm et al. [7]

investigated the effect of programmers’ expertise and system

complexity on PP and Bryant [21] studied the effect of

PP experience and reported that novice pair programmers

have a different amount of interactions and different types

of interactions in comparison to expert pair programmers.

This shows that those factors have an influence on differ-

ent aspects of PP. This means that changing those factors

might not only change the participation balance but the

whole dynamics of a PP session.

C. Can the concept of equity of participation be used as a
metric to evaluate PP?

As discussed in section 2, the literature suggests that

equity of participation is a desirable state for different types

of tasks. That means that the majority of the investigated

PP sessions would be considered as a waste of resources if

the concept of equity of participation is used as a metric

to evaluate PP sessions. Therefore in this section, we will

discuss whether equity of participation is a desirable state

in PP and whether the concept of equity of participation can

be used as a metric to evaluate PP sessions.

We argue that the concept of equity of participation is not

a sufficient metric and therefore cannot be applied without

considering the following aspects:

1) Developers’ perceptions: During the interviews, de-

velopers were asked to rate their PP sessions. Based on the

ratings of the developers, we couldn’t find any indicator

that there is a relationship between the ratings and the

participation balance during the session. This implies that

a balanced participation is not necessary for a positive

perception of the session by the developers.

2) Types of task and session: Based on the question-

naires, we found that developers use PP for different reasons;

for example to work more effectively, to solve a task that

is too complex to be solved by one developer, and for

knowledge transfer. According to the literature, equity of

participation might be important for the learning aspect, but

it might not be crucial for the goal of effective problem

solving. Therefore, the reason why PP is being used should

be considered before using the concept of equity of partici-

pation.

3) Types of contribution: Verbal and driving contributions

are probably the most visible contributions during a PP

session. However, since developers are collocated and work

together on an artefact (code), they can contribute and

communicate on other levels as well. Developers might, for

example, use gestures to communicate, such as nodding to

reassure the partner while typing or pointing to something

on the screen to give directions.

Additionally, developers use the code itself or external

representations to communicate; we found that some de-

velopers prefer to show their ideas to their partners rather

than explaining them, for example, by writing a method

or by using paper based external representations. Bryant et

al. [25], [21] reported as well that pair programmers use

external representations and the code to communicate during

PP sessions.

4) Quality of contributions: Equity of participation

focuses on the quantity of contributions and does not

consider the quality and the content of contributions. We

argue that the quality and content of contributions might be

important to consider. Developers might talk about topics

that are not relevant to the task. In this case, talking could

be a negative contributor to the task at hand. However, even

the amount of contributions could be potentially misleading

because it seems that even very short verbalisations can be

very important to the developers. During the interviews,

developers stated that getting feedback from their partners

-by nodding or just confirming their actions by saying

”yes”- is important to them as it shows that their partner is

aware of what they are working on and agreeing with it.

The aspects discussed above show that a balanced partic-

ipation (in terms of driving and verbal contributions) might

not be necessary for a successful PP session. However,

a certain degree of participation and the opportunity to

contribute seems to be important to the developers in order

to stay engaged, focused and actively involved in a PP

session (as discussed in the next two sections). The degree

of contribution that is needed to stay focused might depend

on the personality of the developers.

5) Opportunities to contribute: During the interviews, de-

velopers stated that there were situations during PP sessions

in which they would have preferred to work on their own and

split up the pair constellation. Developers described those

situations as periods of time in which their contributions

were not needed and they had to wait for their partner to

finish a simple but time-consuming task such as setting up

a test environment. This is consistent with the findings by

Williams et al. [9] and Mueller and Tichy [26] who reported
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that pairing was not found useful in simple tasks. However,

Hulkko and Abrahamsson [27] found that pairing helped to

find mistakes in simple tasks as ”the coder himself might

have become blind” to those mistakes.

6) Risk of dropping out: Based on the interviews, we

found that developers who do not contribute enough on a

verbal or driving level seem to be more likely to drop out

of the PP session. They reported that it is hard for them

to follow their partners’ actions and understand what their

partner is currently working on. This in turn decreases the

amount of their contribution. Hence, a very limited amount

of contribution on both levels might be an indicator that one

developer is dropping out.

D. Limitations of the study

Above, we discussed the limitations of the quantitative

concept of equity of participation with the conclusion that

this concept cannot be applied without considering several

aspects. In this section, we discuss potential limitation of our

study approach. The study was conducted with professional

software developers who were solving their day-to-day tasks

in their day-to-day work environment.

1) Voluntary participation: Participation was voluntary

for all developers. This means that developers who are

confident in their PP skills or have a positive attitude towards

PP might be more likely to participate. This could affect our

results because less confident developers or developers with

a negative attitude towards PP might behave differently.

However, most of the developers of the software devel-

opment teams that we visited participated in our study. Fur-

thermore, we recorded developers with different experience

in PP (from no PP experience up to 20 years) and different

experience in industrial programming (from 0.4 - 20 years).

This shows that developers with different backgrounds and

experience participated in our study.

2) Being recorded: We recorded video and audio data

during the PP sessions. Developers were informed about

the recording before they started their sessions. Therefore,

developers might have modified their behaviour due to the

fact that they know they were being studied [28].

We tried to minimise the effect of feeling observed by

integrating our recording setup in the developers’ workplace

(using a webcam and wireless microphones that do not

restrict any kind of movement, for example getting up from

the chair). Additionally, we asked the developers in the in-

terviews whether they felt being observed. Some developers

stated that they were aware of the webcam, others stated that

they completely forgot about it once they started working on

the task. Some developers even replied that they felt more

observed by their partner than by our recording setup. This

last statement shows that PP sessions are situations in which

developers might feel observed even without being recorded.

Hence, their behaviour might not be strongly affected by our

recording setup.

3) Interviews: Interviews were conducted with both de-

velopers present. The fact that their pairing partner was

present might affect the answers of the developers during

the interviews. Developers might have answered differently

in an interview without their partners. However, conducting

the interviews with both developers present allowed the

developers to discuss their different perspectives with each

other. Those discussions provided better understanding and

deeper insights into their answers. Additionally, developers

seemed to be very open during the interviews.

4) Number of participants: Our study is based on four

one week studies in four different companies. We recorded

21 PP sessions with 31 developers. Although the number

of participants and companies is limited, we recorded PP

sessions in software development teams in different indus-

tries and the teams had used agile process for different

amounts of time. Additionally, our recordings cover different

types of session (for example, expert-novice and expert-

expert sessions) with developers with different backgrounds

in programming and different PP experience.

IX. CONCLUSION AND FUTURE WORK

In this paper, we investigated the equity of participation

in industrial PP sessions. We found that in two thirds of the

PP sessions developers do not contribute equitably in terms

of driving and verbal contributions. In 6 out of 21 sessions,

one developer was dominating both types of contributions.

Based on the interviews with the developers, we identified

factors (workstation, skill difference, work style, personal

preferences and PP experience) that can influence the par-

ticipation balance in PP sessions. Furthermore, we discussed

implications of unbalanced sessions.

Based on our results, we conclude that the quantitative

concept of equity of participation (in terms of driving and

verbal contributions) is not a sufficient metric to evaluate

whether PP is a waste of resources. Nevertheless, it seems

to be important that developers have an opportunity to

contribute during PP sessions. Contributions of both devel-

opers are a necessary precondition to achieve the benefits

of PP; for example, better decision making by discussing

the problem from two perspectives and knowledge transfer.

However, the extent to which developers have to contribute

in order to stay actively involved and to make a beneficial

contribution to the task at hand seems to depend on the

developer. Therefore, a lack of equity of participation does

not necessarily imply that the session is a waste of resources.

For our future work, we will use qualitative analysis

approaches to investigate the interactions between the de-

velopers. We will focus on the risk of dropping out (as

described in section VIII-C6) because this behaviour elim-

inates the benefits of PP. Additionally, we will focus on

expert-novice constellations (novices in terms of task as well

as in terms of PP experience). Those constellations are of
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particular interest because 6 out of 7 expert-novice constel-

lations were unbalanced although the literature suggests that

equity of participation is an important concept for learning.

Furthermore, we discovered that developers in expert-novice

sessions can have conflicting goals (being effective versus

knowledge transfer). Those conflicting goals might influence

the pair performance of expert-novice pairs.

Those future studies will give further insights into which

type of interactions could influence the pair performance and

could be used to evaluate PP sessions.
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